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Introduction
SLIDE ONE

The title of this conference is “Identity and Identification”, and the distinction between the two has been talked about quite a bit in the last two days. Before I get into the specifics of my talk, I want to briefly revisit this in the context of the applications I’m talking about. 
SLIDE TWO

Identity online is a broad category that includes the entirety of a user’s self-presentation, from explicit self-presentation like photos, online journals, social networking profiles and Second Life avatars, but also more subtle identity cues such as the way you write on instant messenger, your nickname, your email address, your Facebook friends and your Last.fm playlist. These types of identity information are complex, complicated, and variable; you present yourself online differently on MySpace than you would in a work chatroom. 

For most websites, and for the technologies I’ll be talking about today, they use the term “identity” to mean “identification”: personal information which is presumably “authentic” and can ideally be “verified”. For a news site, this might just be your email address and a password; for an e-commerce site, it might include your name, address, social security number, and credit card number; for a social networking site, it might include your favorite books and movies, as well as the information about the people in your network and the companies that you’ve worked for.  

SLIDE THREE

The Liberty Alliance, an initiative funded by Sun, writes:

Network identity refers to the global set of attributes that are contained in an individual's various accounts with different service providers. These attributes include such information as name, phone numbers, social security numbers, addresses, credit records, and payment information. For individuals, network identity is the sum of their financial, medical, and personal data—which must be carefully protected. For businesses, network identity management creates the ability to have greater knowledge of their customers and constituents, and to interact with them in ways that bring greater value to both parties (Liberty Alliance FAQ).

There are a couple of interesting assumptions here: 
· First, all the identity attributes that this definition includes are all explicit: none of them are implicit or contextual

· Second, notice that this definition assumes that business use of personal data is one of the key aspects of online identity – a “man on the street” definition probably wouldn’t mention this. 
Now, obviously there are plenty of contexts in which the data I provide should be correct, verifiable, and quote “accurate”. I can’t buy a book from Amazon unless Amazon has my credit card number and my home address, because I need to pay for that book and have it shipped to my apartment. And I want to make sure that the person trying to use my credit card on Amazon is actually me – I want there to be some sort of authenticating mechanism that makes it difficult for someone else to use my credit card. 

SLIDE FOUR

But when I sign up for the New York Times, there’s no functional reason why I need to provide them with my email address, age, gender, job title, industry and income. That information is useful to the New York Times, though. It enables them to put together more sophisticated demographic information about their users, which in turn is valuable to their advertisers, which helps them to make more money. So it’s a tradeoff: I provide personal information in exchange for being able to read the New York Times online.  I have a New York Times account because I think that the utility of reading the New York Times is worth more to me than protecting that type of personal information.

(CLICK)


Also, if I decide that this isn’t a good tradeoff, I can choose, if I want, to provide them with incorrect personal information. I can tell them that I’m an actor, that I make $150K, and that I live in Seattle. There’s no way for the New York Times to verify that information. 
SLIDE FIVE

I can also use a service like BugMeNot, which allows people to enter logins and share them with others. I could create this login: “irritated 5”, and a hundred different people could use it to read the New York Times every day. I don’t care whether or not the New York Times can authenticate my personal information, and it might even be better for me that they can’t. 

The Current Identity Landscape
SLIDE SIX

If Identity 2.0 is the set of technologies I want to talk about today, Identity 1.0 is the current identity landscape. For people working on Identity 2.0, online interactions have four big problems when it comes to identity. I want to discuss each of these briefly before I talk about the specifics of the technology.
The first problem is the “multiple logins” problem. If I’m your typical American internet user, I’m being asked for usernames and passwords dozens of times a day. This is a cumbersome process for the user. Users are chastised for using weak passwords and using the same email or username for multiple accounts, but realistically, trying to maintain unique usernames and passwords for the dozens of sites that a typical internet user uses isn’t possible. And in setting up each of these accounts, the user has to provide the same suite of information. Not only that, if any of this information changes – you move, for example, or you get a new credit card number- you need to change this at each individual site.

The second problem is identity context. We see a great deal of cultural anxiety around, for example, employers finding their interns’ profiles on Facebook, or of your online personal ad being found by your ex-wife. People self-present, or manage impressions, based on the context they believe they’re working within, and then they run into problems when they realize internet information can easily be removed from that context.  This is where flexibility, multiple personas, and anonymity are used as useful tools and workarounds. 
The third problem is data collection, which includes tracking cookies, behavioral targeting, data mining, and so forth. 
The final problem is identity theft, the fraudulent use of personal information by third parties for financial advantage: stealing a credit card number to buy gift certificates, for example, or getting someone else’s social security number and then applying for a loan. Now, identity theft is a significant problem, and it’s certainly exacerbated by insecure online practices. But identity theft is also facilitated by social engineering, mail theft, and the practice of websites or organizations asking for more information than they need. Phishing would be an example of social engineering for identity fraud, and 
Phishing is when a user receives an email purporting to be from a legitimate business where the user holds an account: this might be PayPal, eBay, or Bank of America. Sophisticated phishing emails mimic the look-and-feel of the spoofed site right down to the domain name and SSL lock in the browser status bar. If the user is taken in by the email, their personal information is used to apply for loans, charge goods to credit cards, and other fraudulent activities. Technologies such as SiteKey are being used to establish authenticating mechanisms for websites that vary by user.

Identity 2.0

SLIDE SEVEN

Identity 2.0 is a concept which, by definition, claims to solve all these problems. The term “identity 2.0” is a buzzword, so it’s vaguely defined, but generally it presumes that users have persistent identities (across websites), that identity can be verified, and that users have greater control over their own information. Wikipedia, in its usual accurate and succinct way, defines Identity 2.0:
“Identity 2.0, also called digital identity, is the anticipated revolution of identity verification on the internet. Identity 2.0 stems from the Web 2.0 theory of the world wide web transition. It's emphasis is a simple and open method of identity transactions similar to those in the physical world, such as driver's license.”

(http://en.wikipedia.org/wiki/Identity_2.0)

Identity 2.0 is a set of disparate technologies usually grouped together. Microsoft has its Identity Metasystem, formerly called InfoCard, now called CardSpace; OpenID, started by SixApart, has since partnered with efforts from Sxip and LID; the Liberty Alliance was funded by Sun and many other companies in 2001, CoreID, Ping Identity and Authentisoft are primarily business-to-business initiatives,  and the Higgins Project is an open-source initiative funded by IBM and Novell. Moreover, these technologies differ significantly. OpenID is primarily a single-sign on technology, Microsoft’s Identity Metasystem is a more ambitious attempt at managing all phases of identity online.
Although these technologies differ, they share these attributes:

· They create single-sign on, which decreases the need for multiple logins. This makes passwords more valuable but is a more friendly user experience.

· They assume that identity can be authenticated and is issued by “claims providers” : in the case of OpenID/Sxip/Yadis/LID, these are servers which provide URLs; in the case of CardSpace, these are entities like the DMV or Xbox.com which issue identity information to users. These identity providers provide reputation or verified information which makes identity fraud more difficult.
· They uniformly claim to prioritize user control over personal information: you can choose what data you provide to what website at what time

· And finally they’re decentralized, so your data is managed by you or your identity provider, rather than being aggregated by third parties. 

Some applications claim to solve all of these problems, while others claim only to solve one or two.
These technologies also vary in terms of phases of completion. The most mature of these technologies is OpenID, which is currently up and running, and has integrated the efforts of Sxip and LID, two protocols which I wrote about in the first version of this paper. CardSpace has generated much discussion, and Microsoft has whitepapers and screenshots available on their website, but nothing has shipped besides some code samples. Neither the Liberty Alliance nor the Higgins Project has released anything user-focused. 

Values
SLIDE 11

I’m using a value-embedded framework to analyze these systems. This makes the assumption that technologies can and do embody certain values, whether this value is profit, user-friendliness, or whatnot. One key point is that these values are incremental and can be placed on a continuum; they’re not binary. 
SLIDE 12

First is user agency. “Agency” is a very overtheorized term, so I want to operationalize it by asking the following questions. Does the software give users control over their own information? Can users adopt multiple personae? Can users choose which software they wish to use? Can users opt-out of the software? This is important when we consider the need for users to present identity in different ways, to alter their identity presentation based on context and audience, but also to allow people the opportunity to opt-out of technological solutions.

Second is what I’m calling “openness.” Identity 2.0 projects are attempting to create a standard. Most standards, like http://, were created by academics or researchers in collaborative environments. A proprietary standard isn’t really a standard, rather, it’s a way to lock in adoption of a particular technology. So I’m interested in looking at how open these technologies are in terms of allowing participation by independent software developers, making their code open-source, running on multiple platforms, browser-independent, and so forth. 

SLIDE 13

Third is user-friendliness. Is the software easy to use, particularly for populations like the elderly, the non-computer literate, and the non-Western? While this isn’t a usability paper, it’s a core value of any technology that goals itself on widespread adoption to be usable for a wide audience. 

Finally is data protection. Is user data protected against misuse by third parties? If I provide authenticated information to a website using an Identity 2.0 technology, can it be used elsewhere? 

Open ID

SLIDE 14


OpenID is a set of standards for URL-based identifiers. When I originally wrote this paper, OpenID was distinct from Sxip and LID, two other URL-based identifiers; now Sxip is working on rolling their technology into the OpenID 2.0 specifications, and LID has also adopted OpenID as a standard. Since these are currently in development, I’m going to refrain from going into the specifics of either Sxip or LID and just look at how OpenID as a whole works.
In OpenID, identity is tied to a standard http:// URL. You can install the OpenID or LID software on your own server to provide identifiers to you or your friends, or you can use an increasing number of free services like mylid.net or myopenid.com. Since these URLs can be hosted on any server, they can be pre-existing identifiable URLs like a LiveJournal or a WordPress blog. Sxip calls these the “Homesite” – a place you trust to store your personal identity information.

So what’s on these URLs? You can store information as XML – XML based identity standards are still pretty rudimentary, but LID (at least) supports vCard (virtual business card) and FOAF (Friend of a Friend). With OpenID 2.0, the idea is that identity attributes become persistent, soo you could add a picture to your Blogger account, and that information would be saved to your URL, so you could choose to provide that to other websites. 

And within one URL, you can have multiple personas. Here’s a shot of my boyfriend’s Edit Persona screen – he could add a “work” or “friends” persona and have different identity data saved within this persona. Or, if he’s really paranoid, he could sign up for lots of different URLs, and keep his different identities completely separate. 

When the user goes to an Open-ID enabled site, they see a login screen. While this is very similar to what you’d see on Amazon or Blogger, you enter your URL – in this case it’s my Livejournal URL. I’m taken to my LiveJournal page, where I’m already logged in- so LiveJournal knows that I’m actually me. LiveJournal asks me if I want openIDenabled.com to know my identity. I click “Yes”, and I’m returned to OpenIDenabled.com, this time logged in with my Livejournal URL. 

OpenID is open-source and open-standard, so it’s being adopted by many different sites: WordPress blogs, ClaimID, LiveJournal. These are all early-adopter kinds of technologies, but I think it’s likely we’ll see far more in the future. Right now there’s not much you can do in terms of providing different kinds of information to different websites, but the technology is there; and once LID and Sxip are fully integrated into the specification for OpenID 2.0, I think we’ll see an increase in functionality. 
So how do we evaluate OpenID?

User Agency
· Users can have multiple personas linked to the same URL

· In most cases, OpenID-enabled sites allow users to choose a silo account rather than an OpenID account if they wish, although this is really a property of the website, rather than the OpenID technology

· Users can choose to run their own OpenID servers, or use one that’s run by their friend, ISP, favorite blog, et cetera.

Openness

· OpenID is completely open-source.

· There are many opportunities for users to contribute. 

User-Friendliness
· The authenticating process is not particularly user-friendly

· This may be confusing to non-computer-literate users

· However, the single-sign on functionality is extremely user-friendly 

Data Protection
· There is no protection provided for the misuse of data by corporations. 

· The software does not help cut down on identity theft.

· The software does not help cut down on phishing.

· You must trust the provider of your URL to hold your personal information. I might trust LiveJournal.com with my personal diary entries about my cat and my friends, but do I trust it with my bank account? 
· You can see how this could be a problematic.

· The more sites use my single-sign-on account, the more valuable that password becomes. 

Overall OpenID is a good, lightweight technology for single-sign on; it solves this one problem quite well. But it doesn’t solve any of the other problems we’ve identified as being part of Identity 1.0. This isn’t an advantage; it’s just a limited affordance. 
InfoCard

Microsoft’s CardSpace, formerly called InfoCard, is a large-scale architecture for providing what Microsoft refers to as an “Identity Metasystem.” In theory, the Identity Metasystem functions as a protocol like HTTP: a standard that anyone can use. However, the system is currently only operable in Windows, and it runs on Microsoft’s proprietary Web Services stack. Microsoft claims to support implementations of the system on other operating systems, but is not building any themselves. This is a very centralized system, as Microsoft controls the main software, owns the copyright to all the code, and has no plans to release it as open source. On September 12, Microsoft announced the “Open Specification Promise”, which covers the Web services protocols that support CardSpace in particular, and the InfoCards architecture in general. This is basically an alternative to Microsoft’s standard licensing agreement, and provides an assurance that Microsoft won’t sue anyone implementing the specifications covered by the document. 
How does CardSpace work? When a user visits a site that requests personal information, an overlay called the “Virtual Wallet” pops up on the screen, displaying the user’s InfoCards. These InfoCards might include credit cards, personal profile, work profile, driver’s license, and so on. They are issued by Identity Providers, which is Microsoft’s version of claims providers – the DMV, Xbox.com, NYU.edu, and so forth. The user chooses which InfoCard to provide to the requesting website, for example, a standard information set for logging into news sites. The Identity Provider issues a security token, which functions as a password. The token is passed to the browser and authenticated by the website’s security token server. As previously mentioned, Microsoft claims interoperability, but software must be specifically designed to be interoperable, as the InfoCard mechanisms are built on Microsoft Web Services rather than pre-existing standards.
InfoCard is much  more ambitious than OpenID, so there’s more to look at. Let’s start with the various metrics:
User Agency 
· Users have complete control over their own information

· Users can adopt multiple personas, as long as those personas can be issued by Identity Providers
· Remains to be seen whether users can be anonymous

· Users must use the base-level software; they will also possibly be required to obtain particular kinds of certificates such as drivers licenses and so forth. 

· Users can only opt-out if they choose not to interact with any website that requires CardSpace authorization.

Openness

· The software is not open-source

· The software is controlled by a single corporation

· The software is platform AND browser-dependent (Windows and Internet Explorer) 

· The Open Specification Promise is a good sign
· OpenID, etc. could co-exist with this system, but they would basically be the equivalent of an Identity Provider; they wouldn’t be a replacement for it. 

User-Friendliness
· Intrusive user interface: takes over entire desktop currently. 
· Microsoft does have extensive user-testing: a strength of a big company

· Also, this is pre-release software and very likely to change in the future?

Data Protection

· This is the most sophisticated form of protection

· Doesn’t solve for third-party sites misusing data once they have access to it

· The data is tied to a physical computer, not the internet, which makes it more secure, but means you have to carry that data with you (on a USB key) if you want to log in from an internet café or a school computer. This presumes a certain level of both sophistication and access that would lock out many internet users. 
What I see as the biggest problem is basically the same thing as the Blockbuster-Social Security problem. In the current system, Style.com can go ahead and ask for your family income or your industry, and you can say whatever you want, because Style.com has no way of knowing that you’re lying. But we can envision in a world where Microsoft’s CardSpace system is adopted, Style.com might require me to provide a completely authenticated identity form that includes my family income, job title and industry. Now, sure, I have the option to make the decision that accessing Style.com isn’t worth providing this type of information. But I don’t personally believe that opting-out is a legitimate solution to what I see as an ethical problem.

Of course, it’s not Microsoft’s fault, or the technology’s fault, if it affords unscrupulous use of personal information. But neither does this system fully solve the problems that it purports to solve. Identity theft is quite frequently linked, as I’ve said before, to physical mail theft or social engineering—phishing is basically just a form of social engineering. This means that no matter how good the technology is, identity theft could still occur. 
Finally, what I find more worrying about CardSpace is that it assumes that all types of identity can be authenticated, and that you will always want to authenticate your identity. But not all identity is formalized like a driver’s license. Moreover, there are going to be situations in which you want to be anonymous, or present only a specific facet of your identity. Now, it’s very probable that Identity Providers will crop up who provide the Slashdot/EFF crowd with anonymizing or alternately-authentic types of identity. But it still boils “identity” down to provision of verifiable personal information, which as I’ve discussed, is only one of many ways that identity is expressed, online or offline. 
Conclusion

Any new kind of identity system online is going to afford certain types of functionality, but it will also create new problems. Microsoft’s initiative is far more ambitious, but it is also really complicated, and very difficult for programmers to understand at this point. OpenID is much less ambitious and is only really looking to solve one problem, but it’s much easier to understand and is currently implemented.

There are plenty of other identity issues that are not being addressed by any of these applications: the physical theft of personal information, how users decide which sites to trust and which sites not to trust, social engineering in general, data aggregation, tracking user information across sites, and asking users to provide personal information at times other than log-in. We could even see a world in which identity providers charge money to provide identities to people. 
Identity 2.0 uses a rhetoric of data protection and user-friendliness, but doesn’t solve for problems that users really have: identity theft, identity flexibility, data protection, and so forth. They do, however, give profit-driven online entities an advantage in capturing accurate user information that can then be used either to sell to the user, or to sell the user’s information to others. 
There are a few lessons I think academics can learn from this:

1. There is a great deal of interplay between data provided by users and data that’s useful for corporations looking to make money from that data. This back-and-forth is crucial when looking at identity online. Why does MySpace provide fields for books, music and television shows, but not for political opinions or family structure? What information is more useful to that commercial structure? What information is more useful for marketing purposes? 

2. Why do technologists mobilize around some issues and not others? Given that Identity 2.0 is such a hot topic, why is it being addressed in the ways discussed in this talk, and not in other ways?

3. As concerned as everyone is around data protection and user privacy, and as problematic as technologies such as ChoicePoint and DoubleClick are, creating federated identity systems is not the way to solve these problems. 
